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The size of the logic tree within the Uniform California Earthquake Rupture
Forecast Version 3, Time-Dependent (UCERF3-TD) model can challenge risk
analyses of large portfolios. An insurer or catastrophe risk modeler concerned
with losses to a California portfolio might have to evaluate a portfolio 57,600
times to estimate risk in light of the hazard possibility space. Which branches
of the logic tree matter most, and which can one ignore? We employed two
model-order-reduction techniques to simplify the model. We sought a subset
of parameters that must vary, and the specific fixed values for the remaining parameters, to produce approximately the same loss distribution as the original model.
The techniques are (1) a tornado-diagram approach we employed previously for
UCERF2, and (2) an apparently novel probabilistic sensitivity approach that
seems better suited to functions of nominal random variables. The new approach
produces a reduced-order model with only 60 of the original 57,600 leaves. One
can use the results to reduce computational effort in loss analyses by orders of
magnitude. [DOI: 10.1193/092616EQS158M]

INTRODUCTION
Probabilistic seismic hazard and risk analyses (PSHA and PSRA) have grown in complexity since their introduction by Esteva (1967) and Cornell (1968). They can involve many
analytical stages, each involving competing models that attempt to idealize nature, such as
how to relate rupture area to magnitude. Without knowing which model best reflects reality,
the analyst arranges multiple models in a logic tree. The Uniform California Earthquake
Rupture Forecast version 2 (UCERF2, Field et al. 2009) and its time-dependent version3 successor, UCERF3-TD (Field et al. 2015) employ such a logic tree.
In the logic tree, each modeling choice represents an independent variable. The user
chooses among the competing models. If the logic tree is used in PSHA or PSRA, the dependent variable typically measures hazard or risk. By hazard, we mean a relationship between
exceedance frequency and environmental excitation such as peak ground acceleration. By
risk, we mean a relationship between exceedance frequency and degree of economic or
human loss, such as building repair cost. Each value of each independent variable is assigned
a weight (in classical probability terms) or probability (in Bayesian terms). For example, one
can assign a probability to each available magnitude-area model. Probabilities of all
allowable values of an independent variable sum to unity. One evaluates the dependent

a)

University of Colorado Boulder, 428 UBC, Boulder CO 80309-0438
U.S. Geological Survey, 1711 Illinois St., Golden CO 80401
c)
Southern California Earthquake Center, 3651 Trousdale Pkwy #169, Los Angeles, CA 90089
b)

857

Earthquake Spectra, Volume 33, No. 3, pages 857–874, August 2017; © 2017, Earthquake Engineering Research Institute

858

K. PORTER, E. FIELD, AND K. MILNER

variable—for example, a measure of hazard or risk—for every allowable combination of
values of the independent variables, that is, for every combination in the possibility
space. Each outcome’s probability is the product of the probabilities of the independent variable values producing it. Think of each combination as a logic-tree leaf, each with one value
of the dependent variable and one probability that it is correct. One evaluates the cumulative
distribution function (CDF) of the dependent variable by sorting the leaves in increasing
order and summing probabilities of outcomes less than or equal to a given value.
Model size increases exponentially with the number of independent variables, so a large
model can make a hazard or risk evaluation costly, even on a supercomputer, if integrated
exhaustively (versus Monte Carlo simulation). We address how and whether one can reduce
computational effort without significantly changing the hazard or risk estimate. One can do
so because some branches matter less than others. In UCERF3-TD, some elements matter
less because they deal with geographically localized issues, because they place less weight on
modeling choices that produce very different values of the dependent variable, or because the
competing models yield similar values of the dependent variable. The more one can prune the
logic tree of low-impact independent variables, the more one reduces the computational effort
without affecting hazard or risk estimates. That is our goal for UCERF3-TD: to find a subset
of its parameters—its independent variables—that have the least overall impact on statewide
risk. We trim them from the logic tree and produce a small model comprising only important
independent variables. We now summarize UCERF3-TD, review the literature on modelorder-reduction techniques, and lay out quantitative requirements for a trimmed logic tree.
THE UCERF3-TD MODEL
The ongoing Working Group on California Earthquake Probabilities (WGCEP) develops
authoritative California earthquake forecasts on behalf of the United States Geological
Survey (USGS), the Southern California Earthquake Center (SCEC), and the California
Geological Survey (CGS). The group’s most recent model is known as the third Uniform
California Earthquake Rupture Forecast (UCERF3), developed with support from the
California Earthquake Authority. See Field et al. (2014, 2015) for details. We briefly summarize it here.
The long-term, time-independent model (UCERF3-TI; Field et al. 2014 and its references), provides the long-term rate of all possible earthquakes throughout the region at
some level of discretization and above magnitude 5.0. The primary achievements for
UCERF3-TI were a relaxation of fault-segmentation assumptions and the inclusion of
multi-fault ruptures, both of which were acknowledged limitations of the previous model
(UCERF2). (Multi-fault ruptures jump from one fault to another, potentially growing longer
than the originating fault, and of a greater magnitude than the originating fault can produce.)
Developers solved for the rates of all earthquakes simultaneously and from a broader range of
data, using a system-level “grand inversion” that is both conceptually simple and extensible.
This new approach is more derivative and less prescriptive than that taken previously. For
example, rather than assuming a magnitude-frequency distribution (MFD) on most faults, the
inversion solves for the MFD that is most consistent with available data. The inverse problem
is generally large and underdetermined, so developers sampled a range of solutions using an
efficient simulated annealing algorithm. The model also made more explicit use of geodetic
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data via three new deformation models. These models not only provide alternative fault sliprate constraints, but also enabled the inclusion of 150 fault sections that were previously
excluded because of a lack of geologic data. These additions served to fill out and expose
the interconnectivity of the fault system, thereby revealing more multi-fault rupture possibilities. For example, the number of fault-based ruptures increased from 10,000 in UCERF2
to more than 250,000 in UCERF3.
UCERF3-TI has a lower rate of M 6.5–7.0 earthquakes, which UCERF2 appeared to
overpredict, and the rate of larger, multi-fault ruptures generally increased. Following extensive review, UCERF3-TI was used in the 2014 update of the USGS National Seismic Hazard
Maps (Petersen et al. 2014, Powers and Field 2015). The WGCEP subsequently enhanced
UCERF3 with a time-dependent model (UCERF3-TD) that uses renewal models to represent
elastic rebound–implied rupture probabilities (Field et al. 2015 and references therein).
Among its enhancements, UCERF3-TD includes a new algorithm that supports magnitude-dependent aperiodicity in the renewal model, and accounts for the historic open interval
on faults that lack a date-of-last-event constraint. In general, UCERF3-TD probabilities are
relatively low compared to UCERF3-TI on faults where a recent large event has occurred,
and relatively high where the time since last event is greater than roughly half the average
recurrence interval.
UCERF3-TD includes several modeling choices; see Figure 1. (In the figure, the two
bottom choices are not part of UCERF3-TD. We need them to calculate risk and discuss
them later.) Two fault models represent uncertainty in the existence or geometry of several
faults. Four deformation models represent alternative sets of fault slip rates, reflecting methodological differences and the degree of influence from geodetic versus geologic constraints.
Five scaling relationships represent viable relationships between average slip versus fault
length or magnitude versus area. “Slip along rupture” represents competing characterization
of average slip along the length of the fault rupture: one tapered and the other uniform. Total
M ≥ 5 event rate defines the total long-term rate of earthquakes in the forecast region
(California plus a buffer zone). Its three options reflect uncertainties in historical- and instrumental-catalog inferences due to potential intrinsic rate variability, the influence of afterf f ault
shocks, and catalog magnitude-completeness issues. M of
represents competing
max
expert judgment of the largest magnitude that can occur in background seismicity. “Offfault spatial seis PDF” reflects the degree of smoothing applied to historical seismicity in
defining the spatial distribution of background seismicity rates, where “UCERF3 smoothed
seis” reflects much less smoothing than the earlier “UCERF2 smoothed seis” alternative.
Finally, the earthquake probability models reflect the degree of elastic-rebound predictability
in the model, as defined by the renewal model’s aperiodicity: low, medium, and high choices
reflect increasing predictability; Poisson implies none. With its independent variables and
their possible values, UCERF3-TD has 5,760 logic-tree leaves, each a viable model with
an associated probability.
MODEL-ORDER REDUCTION
Model-order reduction (MOR) refers to the problem of how to reduce the computational
complexity of a large mathematical model without biasing the results. MOR techniques try to
reduce the original model’s state space dimension or degrees of freedom to produce an
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Figure 1. UCERF3 logic-tree branches (the top four boxes) and two branches for site hazard (the
bottom two boxes).
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approximation of the original model called a reduced-order model (ROM). One evaluates the
ROM with lower accuracy but in significantly less time. We focus on a subclass of MOR
problems whose state space includes nominal numbers, that is, quantities without scale or
order. Think of the numbers on football jerseys: they are merely labels with neither order nor
scale. A second class of numbers called ordinal tells of order but not scale, as in ranking
children in a classroom by height. A third class called cardinal numbers measure relative
quantity, such as economic loss in an earthquake. Most MOR techniques deal solely
with functions of cardinal numbers and rely on operations that are undefined for nominal
numbers. UCERF3-TD’s state space is comprised mostly of nominal numbers. One can
apply an integer index to each option for each independent variable, but none of the four
deformation models for example is greater or less than any of the others, neither in degree
nor order.
At least eight common MOR approaches involve projection or transformation of the state
space to fewer degrees of freedom. All are limited to models of cardinal numbers. They
include: (1) proper orthogonal decomposition (POD), also known as principal component
analysis (PCA; see Chatterjee 2000); (2) balanced truncation; (3) approximate balancing
by iteration (e.g., Gugercin and Antoulas 2004 and Sorensen and Antoulas 2002, respectively); (4) matrix interpolation (e.g., Amsallem and Farhat 2008); (5) transfer function interpolation (e.g., Benner et al. 2015); (6) Loewner framework (Mayo and Antoulas 2007);
(7) cross Gramian (e.g., Antoulas 2009); and (8) Krylov subspace techniques (Bai 2002).
All apply to linear functions of real numbers, and are therefore inapplicable to UCERF3TD. Only two of the independent variables in UCERF3-TD are cardinal numbers, so we
have to operate on the (cardinal) dependent variable rather than on the (mostly nominal)
independent variables.
Instead of a projection approach, we separate the independent variables into those that
contribute strongly to the dependent variable and those that do not. We will find baseline
values of the latter, meaning fixed values of selected independent variables, that is, choosing
one model among all the choices and not considering the others. By reducing choices, we
reduce the computational effort of future loss estimates. Let us refer to the independent variables that contribute strongly (which we allow to vary) as the varying set. Let us call the
remaining variables the fixed set. Let us refer to the union of the varying set and the
fixed set as the full set. Let us refer to a model that allows the full set to vary as the original
model, and one that fixes some independent variables at baseline values as the reduced-order
model. Let us refer to the number of combinations of model-parameter values (the number of
leaves in the reduced logic tree, which closely relates to computational effort) as the size of
the model.
We found no literature on MOR techniques that apply to state spaces whose dimensions
include nominal numbers. In Porter et al. (2012), we modified a deterministic sensitivity
study method called tornado-diagram analysis to reduce the size of the Uniform California
Earthquake Rupture Forecast version 2 (Working Group on California Earthquake
Probabilities [WGCEP], 2007; Field et al. 2009). See Porter et al. (2012) for details of
the tornado-diagram analysis, which we summarize later. Here, we use tornado-diagram
analysis along with an apparently new MOR approach that we present and apply for the
first time.
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OBJECTIVES
To find a reduced-order UCERF3-TD model we use a statewide loss measure: expected
annualized loss (EAL) in terms of cost to repair earthquake damage to a building portfolio
that approximates the California building stock. We could have considered other loss measures. Insurers are typically interested in EAL as a measure of the profitability of an insurance
program. But they are also interested in large, rare losses, such as the loss with 1 in 100 or 1 in
250 exceedance chance in a year, for reinsurance decisions. We could have considered loss to
geographic or categorical subsets of buildings. Or we could have used a measure of casualties. Any of these might produce different results. We chose this one for its simplicity and
statewide relevance. Other researchers can apply our methodologies to other measures.
We seek to find a reduced-order model that approximates the original model. How shall
we parameterize and test how well the reduced-order model approximates the original
model? Reasonable options seem to compare the first few moments of the distribution of
EAL or to apply a general-purpose goodness-of-fit test such as Chi-square, KolmorovSmirnov, or Anderson-Darling. Chi-square is best for binned data, whereas we have a continuous distribution. The K-S test is distribution free, meaning that the critical values do not
depend on the specific distribution one tests. Anderson-Darling is more concerned with the
tails of the distribution than is the K-S test and its critical values depend on the distribution
being tested against, whereas our original model does not have a parametric distribution. We
therefore chose to require the reduced-order model and original model pass a two-sample
Kolmogorov-Smirnov test at the 1% significance level. See inequality (1). We also test
the first two moments, in what one might call a main-effects test and a COV test. In the
main-effects test, we require that the mean of the reduced-order model differs from that
of the original model by less than 5%, as in inequality (2). In the COV test, we require
that the coefficient of variation of the reduced-order model differs from the original by
less than 5%, as in inequality (3):
sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
N iB þ N B
Dn ≤ 1.63
(1)
N iB  N B
EQ-TARGET;temp:intralink-;e1;41;309

jeμ j ≤ 0.05

(2)

jeδ j ≤ 0.05

(3)

EQ-TARGET;temp:intralink-;e2;41;261

EQ-TARGET;temp:intralink-;e3;41;234

Equations 4 through 6 define the error terms in inequalities (1) through (3):




Dn ¼ max F iEAL ðealÞ  F EAL ðealÞ
EQ-TARGET;temp:intralink-;e4;41;195

(4)

eμ ¼

μi  μ
μ

(5)

eδ ¼

δi  δ
δ

(6)

EQ-TARGET;temp:intralink-;e5;41;157

EQ-TARGET;temp:intralink-;e6;41;121
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Here, Dn denotes the Kolmogorov-Smirnov statistic. F EAL ðealÞ denotes the cumulative distribution function (CDF) of EAL under the original model evaluated at a particular value eal;
see Equation 7. F iEAL ðealÞ is like F EAL ðealÞ after fixing i model parameters. N B is the size of
the original model (the number of leaves). N iB is the size of the reduced-order model. The
parameter μ denotes the expected value of the EAL of the original model per Equation 8. μi
denotes that of the reduced-order model. δ is the coefficient of variation of the original model
per Equation 9. δi is that of the reduced-order model. The parameters eμ and eδ are error terms
for the mean and coefficient of variation. Inequality (1) is not really how the KolmogorovSmirnov test works. Samples in the test are supposed to be equiprobable. Here they are not.
Still, inequality (1) seems close enough for practical purposes.
F EAL ðealÞ ¼

NX
B 1

EQ-TARGET;temp:intralink-;e7;62;517

Iðeal  EALb Þ  P½b

(7)

EALb  P½b

(8)

b¼0

μ¼

NX
B 1

EQ-TARGET;temp:intralink-;e8;62;465

b¼0

δ¼

rﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
ﬃ

P
N B 1
2
2
b¼0 ðEALb Þ  P½b  μ
μ

EQ-TARGET;temp:intralink-;e9;62;418

(9)

In Equations 7 through 9, IðxÞ ¼ 0 if x ≤ 0, 1 if x > 0. P½b is the Bayesian probability of
leaf b, evaluated as the product of all the conditional probabilities that lead to it. When one
fixes a branch in the reduced-order model, one takes its conditional probability as 1.0. When
applied to the reduced-order model, sums in Equations 7 through 9 only include its leaves.
METHOD
COMPUTING THE DEPENDENT VARIABLE

We consider the dependent variable statewide expected annualized loss, in Equation 10.
EALb ¼

I1
X

EQ-TARGET;temp:intralink-;e10;62;252

i¼0



 dGi,b ðsÞ
ds

V i  yi ðsÞ
ds 

(10)

In it, EALb denotes the expected value (i.e., the average) loss in a year according to the model
represented by leaf b. The parameter i is an index to a particular asset—in this case, a group of
collocated buildings having a common vulnerability function. A vulnerability function
relates shaking (denoted by s) to loss. The portfolio contains I assets. The parameter V i
denotes the value of asset i, which here means the estimated replacement cost of the
group of buildings. We denote by yi ðsi Þ the seismic vulnerability function for asset i evaluated at the shaking it experiences, si . The term Gi,b ðsÞ denotes hazard, that is, the average
rate at which asset i experiences shaking of at least s, in events per year, under model leaf b.
Different leaves b produce different hazard, so EAL varies by leaf and is therefore uncertain.
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Let us approach the problem of finding the reduced-order model two ways: first, with a
tornado diagram analysis as in Porter et al. (2012) and second by a new way to which we will
refer as a probabilistic model-order-reduction search.
MODEL-ORDER-REDUCTION TECHNIQUE 1, TORNADO DIAGRAM

As described by Howard (1988), a tornado-diagram analysis operates on a function of
cardinal numbers. It works as follows. Estimate a best-estimate, lower-bound, and upperbound value of each input parameter. The vector of best-estimate parameter values is called
the baseline vector. Calculate the dependent variable by evaluating the function at the baseline vector, then twice for each independent variable: the baseline vector except set one independent variable at its lower-bound value and again the baseline vector except with that
variable at its upper bound. The absolute value of the difference between the dependent variable at the lower- and upper-bound values for a given independent variable measures the
sensitivity of the dependent variable to that variable. It is called the swing associated
with that independent variable. Sort independent variables in decreasing order of swing.
Create a horizontal bar chart. The horizontal axis measures the dependent variable. Each
bar corresponds to one independent variable. The topmost bar represents the independent
variable with the largest swing. Arrange the others below in decreasing order of swing.
Place the left and right ends of each bar at the values of the dependent variable corresponding
to the lower- and upper-bound values of the independent variable that was varied. Draw a
vertical line through the value of the dependent variable corresponding to the baseline vector.
Howard’s (1988) approach does not work for independent variables that are nominal numbers. They have no lower or upper bound or best estimate. In our adaptation, one calculates the
dependent variable at all positions in the possibility space. One associates each resulting value
of the dependent variable with a probability: the products of the Bayesian probability of each
independent variable’s parameter value. One then calculates the cumulative distribution function of the dependent variable under the original model. One selects as the baseline vector the
position in the possibility space that produces a value of the dependent variable that is closest to
its mean. The swing for each independent variable is the difference between the maximum and
minimum value of the dependent variable, allowing only that variable to vary.
One constructs a cumulative distribution function of the dependent variable with only the
topmost independent variable varying, then another cumulative distribution function allowing the top 2 to vary, then another with the top 3, etc. One finds the smallest set of independent variables for which the dependent variable’s cumulative distribution function
adequately resembles that of the original model, that is, satisfying inequalities (1) through
(3). Figure 2 depicts our previous solution to the UCERF2 tree-trimming problem (Porter
et al. 2012). That work found that one could fix all but the top three variables, reducing model
size by 98%.
MODEL-ORDER-REDUCTION TECHNIQUE 2, PATH SEARCH

We now introduce a new algorithm that works when the independent variables include
nominal numbers. It selects the baseline vector more systematically than tornado diagram
analysis. It starts by varying all independent variables, then fixes one, then another, etc.,
until all but one are fixed. It resembles so-called one-at-a-time (OAT) sampling, but with
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Figure 2. (a) Example tornado diagram. B. K-S test (Porter et al. 2012) showing expected
annualized loss (EAL) under the original model (labeled “1,920 branches”) and the reducedorder model (labeled “40 branches”).

a deliberate and ordered selection of the independent variables to be fixed. We call the
sequence of fixing independent variables the path. (Later we discuss how the reducedorder model depends on the path.) One selects the smallest reduced-order model along
that path that still satisfies inequalities (1) through (3). Here is how the path search works.
1.
2.
3.

4.
5.

6.

Evaluate the original model at each leaf in the logic tree.
Evaluate the CDF, mean, and coefficient of variation for the original model. Here,
that means Equations 7 through 9.
List the independent variables. Fix one at one possible value, allowing others to vary
(let us call them free variables). Evaluate Equations 7 through 9 of the reduced-order
model. Repeat for each possible value of each free variable. Let i denote an index to
independent variables and j denote an index to its possible values. For each (i, j) pair,
calculate Di,j
max as in Equation (4), as well as eμ and eδ. We operate on the maximum
difference because we are using the Kolmogorov-Smirnov goodness-of-fit test. In
the equation, F iEAL ðealÞ and F EAL ðealÞ denote the cumulative distribution functions
of the reduced-order model (fixing variable i at value j) and of the original model,
respectively.
Select the (i, j) pair with the lowest value of Di,j
max . Fix variable i at value j. Variable i
is no longer a free variable. One can say the model has been reduced by variable i.
Repeat steps 3 and 4 starting with the reduced-order model, fixing each of the
still-free variables at each possible value. In Equation 4, F iEAL ðealÞ denotes the
CDF of the further-reduced reduced-order model, that is, with all the variables
that have previously been fixed, still fixed. F EAL ðealÞ is still that of the original
model. Repeat until all but one branch is fixed. One cannot fix all branches and
satisfy inequality (3).
Find the smallest model (with the fewest leaves) satisfying inequalities (1) through (3).
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MODEL-ORDER-REDUCTION TECHNIQUE 3, GRID SEARCH

One could try a grid-search option for finding the best reduced-order model. That is,
search every possible reduced-order model and select the smallest one that satisfies inequalities (1) through (3). The grid search requires evaluating N reduced-order models:
N ¼1þ

X
B

EQ-TARGET;temp:intralink-;e11;41;586

b¼1


nb þ

X
B 
b¼1

nb 

B
X
c¼bþ1


nc

X

B 
B 
B
X
X
þ
nb 
nc 
þ ···
nd
b¼1

c¼bþ1

d¼cþ1

(11)
where ni is the number of possible values of independent variable i and B is the number of
independent variables. The first summand (the constant 1) represents models with no fixed
independent variables, that is, in which all the independent variables vary. There is only one
such model: the original one. The second summand represents models with one fixed independent variable. If we only fix independent variable b, there are nb reduced-order models to
evaluate, one for each possible value of variable b. Later we partly explore this approach.
APPLICATION
TWO MORE HAZARD PARAMETERS, SOFTWARE, AND PORTFOLIO

In addition to the UCERF3 logic-tree branches, we considered two models of average
shearwave velocity in the upper 30 meters of soil (V S30 ). Wills and Clahan (2006) based their
model on V S30 measurements of various geologic units. Wald and Allen (2007) based their
model of V S30 on an empirical relationship between topographic slope and V S30 . We considered more-recent versions of these models. Wills et al. (2015) offer an improved map of
California V S30 , and Allen and Wald (2009) offer a V S30 map based on higher-resolution
topography. We used the earlier maps for convenience. Both are coded in the OpenSHA
site data viewer and plotter (e.g., https://goo.gl/UAzYfg), which allows one to estimate
V S30 without acquiring the necessary map or manipulating it in a geographic information
system—no small advantage. We probably lost accuracy on a site-by-site basis as a result,
but we do not care very much about site-by-site losses. Both newer maps offer improved
precision in locating boundaries between geologic units—reducing uncertainty in V S30
for an individual site—but not necessarily producing any change in the mean. We reason
that resulting errors cancel out when accumulated over our very large portfolio and our statewide loss measure.
We also considered five ground-motion-prediction equations from the enhancement of
next-generation-attenuation relationships for the western United States (NGAWest-2;
Bozorgnia et al. 2014): Abrahamson et al. (2014, abbreviated here as “ASK 2014”),
Boore et al. (2014, “BSSA 2014”), Campbell and Bozorgnia (2014, “CB 2014”), Chiou
and Youngs (2014, “CY 2014”), and Idriss (2014, “IDR 2014”). The last of these is
only valid for Vs30 > 450 m/sec, and many of our sites have lower V S30 . Again, we
plead convenience at the cost of probably modest overall effect on estimated statewide
EAL (given the 20% weight applied to this relationship), and probably negligible effect
on the choice of reduced-order model.
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We used OpenSHA (Field et al. 2003) to evaluate Equation 10 for a portfolio of
California buildings, measuring loss in terms of building repair cost. The calculator estimates
the average loss in a year to a set of buildings (often called a portfolio). Let us look again at
Equation 10 and discuss modeling assumptions involved in evaluating I, V i , yi ðsÞ, and
Gi,b ðsÞ. We will not vary the portfolio here or otherwise address any uncertainty in I, V,
or y because we are primarily interested in learning more about hazard Gi,b ðsÞ.
Our portfolio approximates most of the California building stock. We constructed it using
FEMA’s Hazus-MH 2.1 software (NIBS and FEMA 2012), just as in Porter et al. (2012), but
with updates. We based that earlier portfolio on the Hazus-MH 2002 inventory and reflected
2002 prices. Here, we factor values to account for population growth: state population
increased from 2010 to 2013 by 8.3%. We also factored up values to account for price
changes. RSMeans’s (2013) 30-city historical cost index in January 2013 was 197.6. Its
January 2002 value was 126.7, suggesting a price increase of 56%. Thus, we scale up
the portfolio from 2002 to approximate 2013 values by 69% (1.56 · 1.083 ¼ 1.69). The
update does not reflect changes in the geographic distribution of the population. To reduce
computational effort, we omitted from analysis any combination of census tract and building
type with a value less than $1 million. Doing so reduces computational effort by 90% and
total value by 10%. We use the vulnerability functions yi ðsÞ presented in Porter (2009).
FINDINGS
GENERAL FINDINGS

Hazard uncertainties make EAL appear approximately lognormal. Uncertainties in
UCERF3-TD and the two additional uncertainties make statewide EAL uncertain and
approximately lognormally distributed (Figure 3). Its distribution has a median value of

Figure 3. EAL (red line) is approximately lognormal (black dots), passing the Lilliefors test at
5% significance.
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$4.21 billion. The natural logarithm of EAL has a standard deviation of 0.21. The $4.2 billion
figure generally agrees with the FEMA (2008) figure of $3.5 billion per year. The difference
is largely attributable to the fact that we have updated the portfolio value to account for
population growth and construction cost changes, and to differences in the hazard models.
(Here and henceforth the EAL to which we refer represents loss to 90% of the estimated
statewide building replacement cost. A better estimate of statewide earthquake repair cost
EAL would be a lognormal random variable with median value of $4.67 billion and logarithmic standard deviation of 0.21, but let us leave that detail aside. This paper is about
UCERF3, not EAL. The constant underestimate by a factor of 0.9 seems immaterial to
the present problem.)

FINDINGS OF THE TORNADO-DIAGRAM ANALYSIS

The tornado-diagram analysis indicates that the top contributors to uncertainty in statewide EAL are the total rate of M ≥ 5 earthquakes, the probability model, the scaling relationship, and selection of ground motion prediction equation, at least when one selects the
baseline values shown in Figure 4a. Baseline values are shown in italics. The least important
uncertainties with these baseline values are the fault model, the distribution of slip along
rupture, the deformation model, and the spatial seismicity probability density function.
Three baseline values—those of total M ≥ 5 rate, probability model, and deformation
model—reflect the parameter value with the highest Bayesian probability. Other baseline
values have probability approximately equal to their alternatives.

Figure 4. (a) Tornado diagram suggests the top contributors to uncertainty in expected annualized loss are total magnitude 5 rate, ground-motion-prediction equations, scaling relationship, and
probability model. (b) Cumulative distribution function of EAL with the original model (black,
smooth curve) and the reduced-order model (red, steps). The reduced-order model passes a twoparameter Kolmogorov-Smirnov goodness of fit test for agreement with the original model,
despite the slight bias high.
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Let us allow only the top five independent variables to vary according to the Bayesian
probabilities and fix the other five at their baseline value. We can then evaluate the resulting
cumulative distribution function of EAL and compare it with that of the original model. See
Figure 4b. In the figure, θ and β denote the parameters of the lognormal distribution (median
and standard deviation of the natural logarithm respectively), and μ and δ denote the mean
and coefficient of variation respectively. The reduced-order model exhibits error terms
Dn ¼ 0.046, eμ ¼ 2% and eδ ¼ 4%, satisfying inequalities (1) through (3). All of
which suggests low bias and reasonable agreement between this reduced-order model
and the original model, for 2% of the computational effort.
FINDINGS OF THE PATH SEARCH

The smallest reduced-order model that satisfies inequalities (1) through (3) fixes six of ten
parameters. The analysis requires the following parameters to vary:
1.
2.
3.
4.

Total M ≥ 5.0 rate:
Scaling relationship:
Spatial PDF:
V S30 :

3
5
2
2

values
values
values
values

These are the number 1, 3, 6, and 7 parameters on the tornado diagram. The analysis fixes
parameters in the following order, and at these values:
5.
6.
7.
8.
9.
10.

Max M off fault:
Fault model:
Slip along rupture:
Deformation model:
Ground motion prediction:
Probability model:

7.6 (solution 1) or 7.9 (solution 2, better)
FM3.1
boxcar
NeoKinema
ASK2014
mid

It seems intuitive that the path search fixes parameters in roughly the inverse order that
they appear in the tornado diagram: the less sensitive the tornado diagram is to a parameter,
the sooner we should fix it. We have little intuition for why the path search can fix the tornado
diagram’s parameters 2, 4, and 5. Perhaps it fixes 2 (the probability model) because the
selected branch has a high weight (0.4). But why can it fix 4 and 5 (ground-motion-prediction
equation and deformation model) but not 6 and 7 (spatial seis PDF and V S30 model)? Perhaps
because of symmetry. Perhaps trimmed branches of the ground-motion prediction equation
parameter cancel out, whereas trimming away just one of the two V S30 models produces too
much bias.
The reduced-order model has 60 leaves (0.1% of the size of the original model). Its
Dn ¼ 0.14, eμ ¼ 3.5%, and eδ ¼ 4.9%, satisfying inequalities (1) through (3). Figure 5a
shows the CDF. It exhibits a slight bias toward higher EAL. It is probably not the best solution. The path search was not exhaustive. We found a slightly better solution by examining
the tornado diagram and noticing that mean EAL can be reduced by selecting maximum
magnitude off fault = 7.9 rather than 7.6. That solution has the same number of leaves
(60) but lower error terms: Dn ¼ 0.051, eμ ¼ 1.3%, and eδ ¼ 3.8%. See Figure 5b for
its CDF.
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Figure 5. Cumulative distribution function of the original model (black) and reduced-order models (red) by incremental probabilistic model-reduction search: (a) solution 1, and (b) slightly
superior solution 2.
SIZE OF THE GRID SEARCH

Evaluating Equation 11 shows that a grid search of UCERF3-TD involves 1,166,402
reduced-order models. One would evaluate the CDF, mean, and coefficient of variation
of EAL for each, and choose the smallest model satisfying inequalities (1) through (3).
We have not done so because of the effort involved. There is always more work to be
done. We identify the third option, show how to calculate its size, and do so. A partial examination seems significant enough to mention. We may perform the grid search in later study,
perhaps also asking:
1.
2.
3.
4.

If the path search produces the same answer as the grid search, why does it do so?
Under what conditions will the two produce different answers?
How different would the trimmed tree appear and how would computational effort
change if one trimmed the logic tree for a single site or a regional portfolio?
Which remaining branches or options in the best reduced-order model would be
most valuable to eliminate through further scientific investigation?

REDUCTION IN COMPUTATIONAL EFFORT

The EAL calculation for all branches took 18,000 CPU hours (5.4 wall clock hours) on
Texas Advanced Computing Center’s (TACC) Stampede supercomputer (https://goo.gl/
6dqz2S). The analysis time does not scale with the number of logic-tree leaves because OpenSHA calculates loss on a rupture-by-rupture basis and post-multiplies by event rates. This
approach only duplicates work when key rupture properties (magnitude, area due to aseismicity, and rake) and path parameters change. Only five branch levels affect these quantities:
fault model, deformation model, scaling relationships, ground-motion-prediction equation,
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Computational effort by three calculation approaches

Modeling choices
Fault models
Deformation model
Scaling relationships
Ground motion prediction equations
V S30 models
Slip along rupture
Total M ≥ 5 event rate
Max magnitude off fault
Spatial PDF
Earthquake probability model
Models
Relative effort

Brute force

Efficient

Trimmed

2
4
5
5
2
2
3
3
2
4
57,600
1.0

2
4
5
5
2

1
1
5
1
2

*

*

*

*

*

*

*

*

*

*

400
0.0069

10
0.00017

* Handled in post-processing, these branches are essentially free.

and V S30 . Other branch levels are effectively free (not requiring additional calculation of
shaking or portfolio loss). They only affect rupture rates, which we handle in post processing.
A sophisticated programmer who does the same could allow them to vary.
Thus, the 18,000 CPU hours represent 400 EAL calculations, as opposed to 57,600 calculations by a brute-force approach. After trimming the logic tree, one would perform 10
EAL calculations, a reduction by a factor of 40 relative to the efficient approach and a
total factor of 5,760—almost 4 orders of magnitude—relative to the brute-force approach.
The 10 calculations account for approximately 450 CPU hours on TACC Stampede; see
Table 1.
CONCLUSIONS AND LIMITATIONS
The UCERF3 logic tree contains eight modeling decisions (branches). Each involves
choosing between two or more options, each with an associated probability. The combinations of branch choices—logic-tree leaves—total 5,760. Adding two models of V S30 and five
ground-motion-prediction equations makes 10 branches with 57,600 leaves. These represent
400 combinations of key rupture and path properties that affect loss given the occurrence of
the rupture. Another 144 combinations represent changes in event rates. Each leaf represents
a viable California hazard model and thus a viable input to a risk analysis that can involve
large numbers of assets. UCERF3-TD can impose a prohibitive computational burden.
A tornado-diagram analysis produced a reduced-order model with 1,200 leaves (2% of
57,600 leaves). Its CDF of EAL closely resembles that of the original model. We developed a
new model-order-reduction technique that works with functions of nominal independent variables, as in UCERF3-TD. This new algorithm found a reduced-order model with 60 leaves
(0.1% of the original). Of the 60, only 10 EAL calculations are required in our efficient
approach. The others are essentially free because one can post-multiply by event rates.
The reduced-order model has mean bias eμ ¼ 1.3% and bias in the coefficient of variation
eδ ¼ 3.8%. The efficient calculation of EAL with all key rupture and path properties reduces
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computational effort by a factor of 144 relative to a brute-force approach. The trimmed tree
reduces the computation effort by an additional factor of 40, for a total reduction of
5,760 times, no small savings for a large portfolio. Some limitations: (1) the trimmed
tree may only be appropriate for statewide portfolios. (2) It may only be appropriate for
measures of EAL versus upper tails. (3) We use the two-sample Kolmogorov-Smirnov
test of the full population of two uncertain discrete variables, although it was meant to
test equiprobable samples of continuous variables.
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